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abstract
We analyze a new class of interconnection networks that are constructed by interlacing
bypass rings to the torus network (iBT network). We establish the minimum conditions
a bypass scheme needs to satisfy for generating a qualified iBT network and then we
develop a recursive algorithm to calculate all of the qualified bypass schemes for a given
network size and node degree. Our algorithm enables us to discover a class of the most
efficient networks with up to 1 million nodes when considering the diameters of various
iBT networks as a function of the bypass schemes. These analyses help achieve maximal
performance improvement by the best bypass schemes.
Published by Elsevier Ltd

1. Introduction
In 2011, the interlaced bypass torus (iBT) network was first introduced as a torus variant for its performance
enhancement [1]. Clearly, this work provides a new family of interconnection networks [1–6] for massively parallel
processing systems that can incorporate millions of processing cores. As a new class, the iBT networks [1] allow
the supercomputer architectural community a mathematical approach to design networks that are more efficient in
performance and equally simple in implementation than the widely adopted torus networks. Adding, strategically, the
correct fixed-length bypass links to the appropriate nodes to the conventional torus can reduce network diameters and
average node-to-node distances, without adding engineering burden. This is reminiscence of a classical problem: connecting
a given number of nodes by the least number of wire segments to form a network with the shortest node-to-node hop
distance. Finding the general solution of such a problem, identifying such a network topology, is difficult but finding a
special solution is still possible, such as interlaced bypass torus.
The purpose of this paper is to establish the minimum conditions a bypass scheme needs to satisfy for a qualified iBT
network in Section 2, which was out of scope of the paper [1]. Based on these conditions, we develop recursive algorithms
to enable an exhaustive search for the most efficient iBT networks for given network sizes and node degrees and thoroughly
compare the iBT networks with nearly a dozen published networks in Section 3, which extends the network comparisons
in the paper [1] to a 1-million-node size. More specifically, Section 4 will introduce an analysis model to design the most
efficient iBT networks that have the shortest diameter for wide ranges of given node degrees and network sizes. Our model
establishes the objective functions of the diameters of the resulting iBT networks with respect to the bypass schemes.
Section 5 details the analysis of the theoretical and experimental results and provides conclusions. Extensive analyses from
our model and associated numerical experiments have enabled us to deeply understand the topological properties of the
iBT networks.
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Table 1
Performance comparisons of different interconnection networks.
Networks

Performance

Configurations

Degree

Torus (102 × 102 × 102) [7]

6

Torus (32 × 32 × 32 × 32) [7]
RDT (2, 4, 1) / α (1024 × 1024) [4]
PEC (2048 × 512) [2]
SRT(1024 × 1024) [3] 
iBT 1023 ; b = ⟨12, 24⟩ [1]

8

de Bruijn graph DG (4, 10) [6]





Hypercube 220 [7]
Scalable barrel shifter [6]

20
39

Nodes

Diameter

Average distance

Deviation

1,061,208

153

76.50

25.51

1,048,576
1,061,208

64
24
23
22
16

32.00
13.87
14.23
14.74
11.44

9.27
3.46
2.48
2.46
1.95

1,048,576

10

9.00

0.92

1,048,576
1,048,576

20
10

10.00
6.78

2.24
1.26

2. iBT networks and properties
2.1. iBT interconnection model
Definition 1 (iBT Network [1]). A general d-dimensional iBT network starting from a torus network of dimensions N1 ×
· · · × Nd is written as iBT (N1 × · · · × Nd ; L = m; b = ⟨b1 , . . . , bk ⟩) where the bypass scheme b = ⟨b1 , . . . , bk ⟩ is defined
as strictly increasing vector, i.e., b1 < b2 < · · · < bk , and it means that we interlace bi -hop bypass rings (i = 1, . . . , k)
recursively into any m of the n dimensions (m ≤ n). When k = 1, b = ⟨b1 ⟩ is referred to as a uniform bypass scheme;
otherwise, b = ⟨b1 , b2 , . . .⟩ is referred to as a mixed bypass scheme. This model results in a node degree of 2d + 2 where
2d and 2 are from the original torus and bypass connections, respectively. To determine the two bypass connections for
a node p = (x1 , x2 , . . . , xd ) where xi ∈ [0, Ni − 1] ∀i ∈ [1, d], we introduce two terms: a node bypass dimension
bd (p) ∈ {1, 2, . . . , m} and anode bypass
 length bl (p) ∈ {b1 , . . . , bk } which can be expressed as bd (p) = [sm (mod m)] + 1
and bl (p) = bh where h =

(sm mod mk)
m

+ 1 and sm =

m

i=1

xi . Thus, it indicates: two bl (p)-hop bypass links added to



the given node p in each direction along the dimension bd (p). Here, a (mod k) means a modulus, on division of a by k.
2.2. Symmetric iBT networks and properties
The exhaustive search for the most efficient iBT networks as in Table 1 of [1] demonstrated that a non-symmetric iBT
network with m < d is always inferior to a symmetric iBT network with m = d of the same size. Considering this fact, we
focus only on identifying a class of the d-Dimensional symmetric iBT networks for finding the most ones.
Definition 2. A symmetric iBT network is iBT nd ; b = ⟨b1 , . . . , bk ⟩ where the two parameters of d and n define the iBT
network size and node degree, and a k-tuple b specifies the bypass scheme. It has the following properties:





Property 1. The original torus of a symmetric iBT network is a general symmetric d-dimensional cube with n nodes in each of
these dimensions.
Property 2. Bypass rings of a symmetric iBT network are interlaced in all dimensions, leading to
n ≡ 0(mod d).

(1)

Thus, a symmetric iBT network is fully defined by the two parameters of d and n. Additionally, to ensure a bypass link
connects to a pair of nodes of the same bypass species and bypass links also form rings, the bypass scheme b = ⟨b1 , . . . , bk ⟩
should obey the three conditions:
Condition 1. A bypass length bi has to be a multiple of dk:
bi ≡ 0 (mod dk).

(2)

Condition 2. If k ≥ 2, a longer bypass length has to be the multiple of the shorter bypass length:
bk ≡ 0(mod bi )

∀i < k.

(3)

Condition 3. If k ≥ 2,

(n(mod b1 )) ≡ 0(mod d)k.

(4)

Eqs. (2) and (3) ensure that a bypass link always connects a pair of nodes of the same bypass dimension and the same
bypass length respectively. Eq. (4) ensures that all of the bypass links can form rings in a mixed bypass scheme. Eqs. (1)–(4)
are the minimal conditions that a bypass scheme b needs to satisfy in order to be a qualified bypass scheme.
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Definition 3. The optimization of iBT networks is posed as a problem of finding a qualified bypass scheme b, for a given
d
network size, to achieve
 d  the shortest network diameter. Given a node degree 2 (d + 1) and a network size n , find the
most efficient iBT n ; b with minimal Dd,n (b) such that b ∈ Bd,n . Here, the function Dd,n (b) denotes the diameter of iBT
nd ; b = ⟨b1 , . . . , bk ⟩ and the problem domain Bd,n is a set of all qualified bypass schemes for this network size and node
degree.





2.3. Properties and calculations of Bd,n
The k-tuple bypass scheme b = ⟨b1 , . . . , bk ⟩ ∈ Bd,n satisfies:
Property 3. k different bypass lengths: dk < b1 < b2 < · · · < bk ≤ n/2 and,
Property 4. The longest possible bypass length bmax = max{bk } = d ⌊n/2d⌋.
The longest possible bypass length grows as Θ



√
d

N /2







for the iBT N = nd ; b network. The upper bound for k is



K = max k : dk · 2k ≤ n and it is the maximum number of different bypass lengths that can be simultaneously
 in use
 in b.
With these, we construct Bd,n (i) as a set of i-tuple bypass schemes in the form of b = ⟨b1 , . . . , bi ⟩ and Bd,n (i) as the
number of elements as conventionally done in this set where i ∈ {1, . . . , K }. Thus,
Bd,n =

K


Bd,n (i) and

K
  


Bd,n  =
Bd,n (i) .

i=1

i =1

From this definition, we have Bd,n (1) = {⟨i · d⟩ : i = 1, 2, . . . , bmax /d} ⇒ Bd,n (1) = bmax /d.
If K ≥ 2, we can generate Bd,n (2) by taking any element b2 ∈ Bd,n (1). If there is a divisor of b2 (excluding b2 itself) as
b1 satisfying b1 ∈ Bd,n (1), b1 ≡ 0 (mod 2d) and (n (mod b1 )) ≡ 0 (mod dk), the new 2-tuple ⟨b1 , b2 ⟩ constitutes a viable
bypass scheme in Bd,n (2). This procedure is, denoted as

∀b2 ∈ Bd,n (1)



Bd,n (2) =



{⟨b1 , b2 ⟩}






∀b1 ∈ d(b2 )
Bd,n (1)
where

b
≡
0
(
mod
2d
)
1


(n (mod b1 )) ≡ 0 (mod dk).

Here, d(x) is a set of positive divisors of x, excluding 1 and x itself.
Recursively, we extend to the calculation of Bd,n (k) by 
assuming that Bd,n (k − 1) is ready (k ≤ K ). A new k-tuple
b = ⟨b1 , b2 , . . . , bk ⟩ ∈ Bd,n (k) holds if and only if b satisfies:

⟩ ∈ Bd,n (k − 1)
⟨b2 , . . . , bk
b1 ∈ d(b2 )

Bd,n (1)

b1 ≡ 0 (mod dk)

.

(n (mod b1 )) ≡ 0(mod dk)

This procedure is denoted as
Bd,n (k) =



{⟨b1 , b2 , . . . , bk ⟩}


∀ ⟨b2 , . . . , bk ⟩ ∈ Bd,n (k − 1)


∀b1 ∈ d(b2 ) ∩ Bd,n (1)
where
b1 ≡ 0 (mod dk)


(n(mod b1 )) ≡ 0 (mod dk).

This algorithm can recursively find all qualified bypass schemes, Bd,n for a given iBT network size with parameters of d
and n and it is summarized as follows:
Algorithm 1 Bd,n (k) Generation
Input: k, Bd,n (1), Bd,n (k − 1)

Operator: BGenerator k, Bd,n (1), Bd,n (k − 1)
Output:
Bd,n (k) = k-tuple bypass schemes for

iBT nd ; b
Procedure:
1: generate k-tuple b ∈ Bd,n (k) from Bd,n (1)
and Bd,n (k − 1)
2: for each ⟨b2 , . . . , bk ⟩ in Bd,n (k − 1) do {
3: for each b1 in d(b2 ) ∩ Bd,n (1) do {
4: if b1 = 0 (mod dk) and (n (mod b1 )) ≡
0 (mod dk) then
5:
do {
6:
add ⟨b1 , b2 , . . . , bk ⟩ to Bd,n (k)/∗ a
k-tuple is found. ∗/
7: } } }
8: return Bd,n (k).
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Algorithm 2 Bd,n Generation
Input: d, n
Operator: AGenerator (d, n)
Output:
B

 d,n = all of the bypass schemes for
iBT nd , b
Procedure:


1: generate Bd,n for a symmetric iBT nd ; b
network
2: compute: bmax = d · ⌊n/2d⌋
3: compute: K = maximize{k} such that
k2k ≤ n/d
4: for each i from 1 to bmax /ddo {
5: add ⟨i · d⟩ to Bd,n (1)/∗ a uniform bypass
scheme ∗/ }
6: for each k from 2 to K do {
7: Bd,n (k) = BGenerator
(k, Bd,n (1), Bd,n (k − 1)) }
K
8: return Bd,n = k=1 Bd,n (k).

3. Numerical results
The recursive algorithm in Section 2 can help identify a limited set of all
bypass schemes through which we
 qualified

can search further exhaustively for the optimal bypass scheme b for iBT nd ; b . For example, we performed numerical
experiments on iBT networks of degree 8 and with up to a million nodes. Results of such experiments are presented in
Figs. 1 and 2 that show the dependences of the diameter and average distance, respectively, on qualified bypass schemes.
During our search, we also found some short-length bypass schemes that can give optimal or near-optimal iBT networks.
For example in Figs. 3 and
 4, the iBT networks with b ∈ {⟨9⟩ , ⟨6, 12⟩ , ⟨6, 18⟩} are very close to the optimal iBT networks.
Besides, iBT n3 ; b = ⟨6⟩ with the simplest and shortest bypass links also performs well.
Particularly, we focus on the diameter and average distance of the largest iBT network—iBT (1023 ) with all of its qualified
bypass schemes. The optimal iBT (1023 ) network is documented and compared with other proposed networks in Table 1.
Analyzing these optimal iBT networks in Figs. 1 and 2, we find that:
(1) A mixed bypass scheme outperforms a uniform bypass scheme. b = ⟨6, 12⟩ and b = ⟨6, 18⟩ achieve shorter diameters
and average distances than b = ⟨6⟩ and b = ⟨9⟩. This is easy to understand as variations in bypass will allow more
traffic patterns.
(2) Among the qualified mixed bypass schemes like ⟨b1 , b2 , . . . , bk ⟩, these schemes with k = 2 achieve almost the best
optimal iBT networks and the best ratio of b2 /b1 is 3 for a network with up to one million nodes. For example, b = ⟨6, 18⟩
is the closest to the iBT optimal line.
(3) A uniform bypass scheme can be applied to far more flexible network sizes.

Fig. 1. The diameters vs. the network sizes.
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Fig. 2. The average distances vs. the network sizes.

Fig. 3. Diameter development of iBT networks with various bypass schemes.

Fig. 4. Average distance development of iBT networks with various bypass schemes.

Comparing iBT networks with other proposed networks in Figs. 5–8, we also notice that:
(4) Interlacing bypass rings is much more efficient than adding a torus dimension in improving torus. The diameters and
average distances of 3D iBT networks are 1/4 of those of 4D torus of the same degree 8 as in Figs. 5 and 6;
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Fig. 5. Comparison of diameters for torus and iBT networks of degree 8: Network (node degree).

Fig. 6. Comparison of average node-to-node distances for torus and iBT networks of degree 8: Network (node degree).

(5) Interlacing bypass rings is much more efficient than constructing a hypercube network of similar network size that
requires much higher node degree. The 3D iBT network has a shorter diameter and a similar average distance with
much lower node degree shown in Figs. 7 and 8;
(6) In the class of bypass torus networks, the 3D iBT bypass scheme is superior to other bypass schemes such as RDT, PEC
and SRT of the same node degree in Figs. 7 and 8;
(7) Several other networks such as the de Bruijn graphs have smaller diameter and average distance than the 3D iBT
networks. However, these other networks have major engineering constraints. For example, the de Bruijn graphs only
allow very few networks to be constructed for a large range of network sizes and so do the SBS networks.
4. Diameter analysis model
The numerical experiments are instrumental for finding the most efficient bypass schemes. For this purpose, we derive
the diameter formula as a function of the bypass scheme b = ⟨b1 , . . . , bk ⟩ and analyze the effect of its components on the
diameter.
4.1. Diameters of iBT networks
With bypass links, traverse from node to node requires crossing over torus links or the bypass links or both, each of which
is counted as one torus hop or bypass hop respectively. Adding up such bypass and torus hops over an optimal path for two
most remote nodes yields the diameter formula. For simplicity, we always assume that the number of nodes in a dimension
be an integer multiple of the shortest bypass length, i.e., n ≡ 0(mod
 b1 ).
We consider the uniform bypass scheme, i.e., iBT nd ; b = ⟨b1 ⟩ . In this case, the diameter is
Dd,n (b = ⟨b1 ⟩) ∼ fd,n (b1 ) = d · (b11 + t1 ) .

(5)
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Fig. 7. Comparison of diameters for iBT and various other networks: Network (node degree).

Fig. 8. Comparison of average node-to-node distances for iBT and various other networks: Network (node degree).

Here b11 = ⌊α/2⌋ , t1 = ⌊(b1 − [α + 1(mod 2)]) /2⌋ and α = n/b1 . Both b11 and t1 depend on a single variable b1 .
Corroborating with numerical experiments of iBT networks in Fig. 1, we found



d = 3,
d = 4,

n ≤ 102,
n ≤ 32,

D3,n (⟨b1 ⟩) = f3,n (b1 )
f4,n (b1 ) ≤ D4,n (⟨b1 ⟩) ≤ f4,n (b1 ) + 1.

formulas
provide a convenient platform for finding the optimal iBT bypass schemes. For example, the iBT
 These

903 ; b = ⟨b1 ⟩ networks in which b1 ∈ d (90). In Fig. 9, we draw diameter vs. the bypass and torus hops according
to Eq. (5). With this, we fit a linear function and a power function to approximate the total bypass and torus hops:
3b11 = a · b1 c = 145.92 · b1 −1.069 and 3t1 = mb1 + b = 1.5 · b1 − 0.8571. Summing over these two terms yields the
diameter as D3,90 (⟨b1 ⟩) = 145.92 · b1 −1.069 + 1.5b1 − 0.8571. Differentiating this formula, we found the minimum of
diameters at the single critical point: b1 = (−m/ac )1/(c −1) ≈ 9.4377, resulting in the reasonable optimal bypass length of
9 hops and the corresponding network diameter: D3,90 (b1 ≈ 9.4377) ≈ 26.54 (hops), perfectly consistent with numerical
experiments in Fig. 1 showing the optimal iBT network as iBT 903 ; b = ⟨9⟩ .
For a more complex example, we consider the two bypass lengths case iBT nd ; b = ⟨b1 , b2 ⟩ . The diameter formula is as



Dd,n (⟨b1 , b2 ⟩) ∼ fd,n (b1 , b2 ) = d · (b22 + b21 + t2 ) .
Here b22 = ⌊n/2b2 ⌋ , b21 = ⌊τ (r2 , κ) /2⌋ , t2 = ⌊(b1 − mod (τ (r2 , κ) + 1, 2)) /2⌋


r − κ + 1, (3κ + 1)/2 < r2

2
2κ − r2 + 2, κ < r2 ≤ (3κ + 1)/2
and τ (r2 , κ) =
r2 , ⌊(κ − 1)/2⌋ < r2 ≤ κ

κ − 1, r2 ≤ ⌊(κ − 1)/2⌋
where r2 = mod (n, 2b2 ) /b1 , κ = b2 /b1 .



(6)
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Fig. 9. Rate of change of diameters with respect to bypass and torus contributions in iBT 903 ; b = ⟨b1 ⟩ (R2 is the fitting error).





Fig. 10. Rate of change of diameters with respect to bypass and torus contributions in iBT 903 ; b = ⟨6, b2 ⟩ .





In Eq. (6), b22 depends on a single variable b2 while b11 and t2 depend on both b1 and b2 . The three terms represent
the long, short bypass, and the torus hops in a dimension of a longest node-to-node distance. The diameter formula is
the
 3 product of the
 dimension d and a sum of the three terms. Comparing with numerical experiments for iBT networks
n ; b = ⟨b1 , b2 ⟩ (n ≤ 102) in Fig. 1, we have
f3,n (b1 , b2 ) ≤ D3,n (⟨b1 · b2 ⟩) ≤ f3,n (b1 , b2 ) + 3.
This provides a model to estimate the optimal
scheme with two bypass lengths (k = 2). For example,
 iBT network bypass

the optimal bypass configuration for the iBT 903 ; b = ⟨6, b2 ⟩ networks can be obtained similarly. In Fig. 10, we draw the
diameter vs. the b2 -hop (long) and the fixed 6-hop (short) bypass and torus hops defined in Eq. (6). Summing up the three
terms yields the diameter formula: D3,90 (⟨6, b2 ⟩) ≈ f3,90 (6, b2 ) = 15 +| |b2 − 30| /2 − 3|. Obviously, this diameter formula
has two critical points at b2 = 24, 36 for the
 minima of diameters, indicating existence of two optimal iBT networks: iBT
(903 ; b = ⟨6, 24⟩) and iBT 903 ; b = ⟨6, 36⟩ with the same diameter.
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4.2. Bypass and torus contributions to diameters
The diameter formulas reveal the dependences of node-to-node distance on the bypass and torus hops. These facts
include:
(1) In an iBT network with a uniform bypass length, initially, the diameter decreases rapidly with increasing bypass lengths.
When the bypass length passes the critical point, the diameter increases with increasing bypass length due to torus hops.
This also confirms another observation that the diameter reduction is degraded by a short (long) bypass length due to
the overburden resulting from the bypass (torus) hops.
(2) In an iBT network with bypass links of two different lengths, the influence of a long bypass length over diameters is the
same as that of the uniform bypass length. After this, the interweaving of the short bypass and torus hop curves drives
to the minima at concaves.
(3) Comparing the above two cases, we believe bypass of mixed lengths may help reduce iBT network diameters more
effectively, although engineering complexity of having bypass links of multiple lengths is unfavorable.
These formulas analytically extended and mathematically proved the general conclusion made in [1] that a middle-sized
bypass scheme would give the superior performance than the extreme cases.
5. Analysis and conclusions
We presented the conditions of a bypass scheme to generate an iBT network of a given network size and node degree and
accordingly we develop a recursive algorithm to produce the feasible iBT networks in Section 2. The numerical experiments
in Section 3 helped discover all of the optimal iBT networks, compared with other published networks, of up to one million
nodes. In these experiments, we found that the diameter of the 1-million-node iBT network is 1/4 of that of the popular 4D
torus of the same size. Such iBT networks also outperform other bypass torus networks. Moreover, the iBT networks provide
far more flexibility in terms of network sizes while achieving superior performance. We also devise a mathematical model
to analyze the dependence of iBT network diameters on bypass schemes.
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